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Many Organizations Invest $$$$ in
Bare-Metal Clusters

—
i
1

[ Buy or Rent Bare-Metal Infrastructure

e private data center (on-premise)
e shared data center (co-located facility)

e rent from a service provider (hosting) @ rackspace

HOSTING

d Setup Bare-Metal Clusters

e provision infrastructure with intended
software stack to manage and run
workloads
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1. Fixed-Sized Bare-Metal Clusters Can
Lead to Underutilization or Starvation

Cluster size determined by factors such as budget,
historical usage, workload type, etc.
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Cores

E.g. Microsoft Azure (Cloud)

Maximum Allocation

Allocation Pattern
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Time (1-month)

Short-Lived VMs
Resource Demand

Strong Predictable
Diurnal Patterns

Underutilization!

Source: https://github.com/Azure/AzurePublicDataset



E.g. LANL Mustang (HPC)
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Cores

E.g. U.S. NET2 ATLAS (HTC)
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2. Bare-Metal Siloing can Lead to Poor

Aggregate Resource Efficiency

Time-Multiplexing of Unused Bare-Metal
Clusters Not Possible Due to Siloing

openstack.
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E.g. Two Sigma Data Center (Analytics)

Data Center Aggregate

Capacity Allocation Siloing
Side-Effect

Frequently Use
Public Cloud
Despite Unused
Capacity

Time (1-month)

Source: Two Sigma Investments



If Such Silos are Co-located

Bare-Metal Multiplexing Can Improve
Aggregate Resource Efficiency, BUT
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Are Potential Gains from
Bare-Metal Multiplexing Marginal?

Common Concerns

Impact of Multiplexing Speed?

What About Spare Nodes in Clusters Running

On-Demand Workloads?
(e.g. bursty situations, hardware failures, etc.)

What if HPC runs Slow on Commodity?
(e.g. bare-metal servers from the cloud)
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Increase (%)

Potential Benefits: Bare-Metal Multiplexing

~57% Utilization Improvement ~7% Cost Savings
Irrespective of Multiplexing Cost

No Spare Nodes

Cost
Savings

Uﬁggir:g:itin for On-demand
Workloads
100 20 4
80 A 16
1%

QO 1 % & \3”5’”@“‘@2’,@@

N

Multiplexing Cost (minutes)

Node Count Decrease (%)

> D
NS

N A I AT . S Y
MRS

Multiplexing Cost (minutes)

* &
Qv

Vv

11



Increase (%)

Potential Benefits: Bare-Metal Multiplexing

Constant Slack Impact Gains Significantly

25% Spare Nodes
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Cores

E.g. Microsoft Azure (Cloud)

Maximum Allocation

Allocation Pattern

60000 -

Why not just account for

maximum expected
Slope for given

multiplexing cost?

Why 25% Spare
Node All the Time?

Time (1-month)

Source: https://github.com/Azure/AzurePublicDataset 13



Increase (%)

Potential Benefits: Bare-Metal Multiplexing

Low Multiplexing Cost is Crucial

Aggregate
Utilization
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Multiplexing Cost
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Increase (%)

Potential Benefits: Bare-Metal Multiplexing

Significant Gains Despite Performance Degradation

Aggregate . Cost
Utilization Degraded 100% Savings
100 20 A
16 A

NI P R IO T S SR
MR RSN

Multiplexing Cost (minutes)

HPC Jobs

Node Count Decrease (%)

Qv % & 0,0 > 0 0.0 % B
NV
Multiplexing Cost (minutes)

15



Bare-Metal Multiplexing

Questions?

d How fast can we multiplex
practically?

d  Multi-tenancy
=> Security and Isolation
=> System Visibility
=> Control

d  Performance
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Elastic Secure Infrastructure (ESI)
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Multi
Tenancy

Network
Isolation
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Multi
Tenancy

Network
Isolation
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Tenancy

Network
Isolation

Elastic Secure Infrastructure (ESI)
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Time per operation (seconds)

Throughput (Operations per second)

Bare-Metal Multiplexing with Eﬂ
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Bare-Metal Multiplexing with Eﬂ

<7 minutes to multiplex 32 nodes in an unoptimized environment

Slurm to
Spark

OpenStack to
Spark
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Increase (%)

Potential Benefits: Bare-Metal Multiplexing

Low Multiplexing Cost is Crucial

Cost
Savings

Aggregate Maximum Observed
Utilization Slope
I .
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g
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Multiplexing Cost (minutes)
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Exploring Two Scenarios

Single Organization Hosting
Multiple Clusters

Multiple Such Organizations
Co-located in a Data Center
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Case 1: Single Organization Hosting Multiple Clusters

Datacenter

CEEEEE JDEEEE)

U Cloud (e.g. OpenStack) | | HPC (e g Slurm) |

|BigData (e.g. Spark)| J

"""""
. _“

Telemetry

Cost Model

ESI

Value proposition based model

Clusters define independent value
proposition metrics

Value proposition metric translates to $$

BareShala

J

-

Organization-level $$ maximization

Clusters prevent SLO violation by $$ they
pay to acquire resources

Support for dynamically changing SLOs
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Case 1: Single Organization Hosting Multiple Clusters

Meta-Scheduling cycle of BareShala

Future Demand
Prediction

Telemetry

Cost-Model

HPC

Cloud

Big-data

ESI

27



Case 1: Single Organization Hosting Multiple Clusters

Meta-Scheduling cycle of BareShala

Future Demand
Prediction

Telemetry

Current Value
Proposition of
each cluster

—————

HPC

Cost-Model

il
LY HE

— o —

Cloud

Big-data

ESI
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Case 1: Single Organization Hosting Multiple Clusters

Meta-Scheduling cycle of BareShala

Future Demand
Prediction

Future Value
Proposition of each

Cluster

Telemetry

Current Value
Proposition of
each cluster

Cost-Model

HPC

Cloud Big-data

ESI
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Case 1: Single Organization Hosting Multiple Clusters

Meta-Scheduling cycle of BareShala

Future Demand

Prediction
Future Value Cost-Model
Proposition of each
Cluster
Telemetry

Current Value p
Proposition of I
each cluster :
1
I

—————

HPC

— o —

Cloud

Big-data

Cluster resize
decisions

ESI
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Case 1: Single Organization Hosting Multiple Clusters

Meta-Scheduling cycle of BareShala

Future Demand
Prediction

Future Value
Proposition of each
Cluster

Telemetry

Current Value
Proposition of
each cluster

Cost-Model

Cluster resize
decisions

ESI

HPC

Cloud Big-data
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Case 2: Co-located Non-Trusting Organizations



Case 2: Co-located Non-Trusting Organizations

HPC/HTC Cluster
slurm

workload manager
e Unlimited CPU demand.
e Aggregated CPU usage per month
e  Happy to share if monthly CPU
usage > HPC owned CPUtime

Government &\/)

Agencies Qr
U.S. AIRFORCE

e Dedicated data-centers for National
emergencies utilized mostly around 2%

e  Willing to share if they can use the
shared pool to ramp up their systems in
during emergencies.

Clouds

e Interactive demand: Short term
peaks.
e Let other use than runningidle

Security Sensitive
Clusters

e Tedious and time consuming to built

Utilization < 1%
Willing to share if compliant hardware
available when required.

0S

researchers: Clond Lab

Need “Exact-same-hardware”
Willing to share if guaranteed
availability “exact-same-hardware” is
guaranteed to be available on
demand.

Peak demand : paper deadlines

Scalability Lab
@ Red Hat

High volume demand: 1000s of servers
Predictable cyclical demands.



Case 2: Co-located Non-Trusting Organizations

Why should I share my servers?




Case 2: Co-located Non-Trusting Organizations
How to encourage sharing of servers ?

Access to your own hardware whenever you want.
Ability to reserve nodes for future use.
Ability to request and offer specific hardware.

Strong incentive to give up nodes when
o You do not need them

o Or someone else needs them more than

you do.



Case 2: Co-located Non-Trusting Organizations

—————

,___[ Ealks }___\ [ ESI-Y 1
SE| B8 EE EEREE
=8 BB EE EEEE

—— - — —— - — —— - — —— - — —— - —

Organization- X Organization- Y




Case 2: Co-located Non-Trusting Organizations
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Case 2: Co-located Non-Trusting Organizations
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Case 2: Co-located Non-Trusting Organizations
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Case 2: Co-located Non-Trusting Organizations
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Case 2: Co-located Non-Trusting Organizations
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Case 2: Co-located Non-Trusting Organizations
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Case 2: Co-located Non-Trusting Organizations
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Organization

Key Takeaways

Silos of
statically
allocated Clusters

Poor Aggregate
Resource Efficiency



Key Takeaways

e Elastic Secure Infrastructure (ESI):
o Rapid and Secure multiplexing of bare-metal
servers is possible
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Key Takeaways

e Elastic Secure Infrastructure (ESI):
o Rapid and Secure multiplexing of bare-metal
servers is possible

e BareShala:
o Centralized meta-scheduler.
o Improve aggregate resource efficiency across
clusters of a single organization



Key Takeaways

e Elastic Secure Infrastructure (ESI):
o Rapid and Secure multiplexing of bare-metal
Marketplace I servers is possible

FLOCX ' e BareShala:

| o Centralized meta-scheduler.
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Current Status

Elastic Secure Infrastructure (ESI) is being productized as a part of
upstream multi-tenant ironic.
Prototypes of BareShala and FLOCX are being developed
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